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PROJECT SUMMARY

A SHF: Medium: Formal Reliability Enhancement Methods for Million Core
Computational Frameworks

The goal of this project is to contribute a practically applicable body of formal methods to address the
challenge of writing better software for high performance computing problem solving environments. The
intention is to use formal approaches to address the ever-increasing complexity and hence potential fragility
of large simulation frameworks that solve complex multi-physics problems on hundreds of thousands of cores
today and within the next decade will use many millions of cores on exascale computers.

Although the primary aim is to develop, evaluate, and enhance a suitable body of formal methods in
the context of Uintah, an advanced, parallel adaptive multi-physics framework, the resulting approaches and
methodology will have application to many other programs intending to use such large machines. Uintah
is component-based, built upon the DOE Common Component Architecture (CCA) and is applicable to
a wide range of engineering domains, and has demonstrated scalability up to 196k cores. This project is
perhaps one of the first serious attempts to apply a formal approach through a collaboration between the
Uintah computational scientists and the formal methods researchers with considerable experience applying
formal methods to other supercomputing architectures and software. This collaboration will occur during
the most opportune time (which is at present) when Uintah is being re-architected to also run on next
generation heterogeneous accelerator-based architectures such as DOE’s Titan and the MIC chip-based
Stampede Architecture announced by NSF recently.
The results of this research will have two primary impacts, including: (i) providing an accurate calibration
of formal approaches proposed in the past with respect to their applicability at scale and in the context of
a realistic setting, (ii) developing formal methods that exploit software architecture and localize debugging
or even avoid creating bugs. This is in response to late cycle bug-hunting being untenable at scale.

It is also our goal to considerably enhance reliability by formalizing and verifying component interactions
at critical internal interfaces. This will directly result in a much more robust Uintah implementation.

Uintah is an asynchronous adaptive task-based software framework and may be viewed as an instance
of the DARPA Silver Model proposed for exascale. Examples of other task-based approaches are Intel’s
Concurrent Collections (CnC), the Habenaro framework at Rice, the Charm++ framework at Illinois, and
the Plasma framework at Tennessee. The proposed work will describe Uintah’s internal operations through a
formal operational semantics, thereby allowing it to be rigorously compared against existing approaches. The
semantics will serve as reference against which to compare the behavior of deployed Uintah implementations
using run-time verification methods. Critical Uintah components such as its data warehouse will be formally
verified using a combination of dynamic and static verification methods and new improved versions created
by using these fromal approaches. We will employ decision-procedure based test generation methods to
generate high-quality tests for critical Uintah components.
Intellectual Merit: A formal comparison of the Uintah framework against other task-graph based repre-
sentations meant for smaller-scale systems will be obtained. We will focus on Uintah-specific details such
as dependency graph maintenance and data warehouse usage. We will develop a formal understanding of
the quantities to monitor in such a problem solving implementation. We will judiciously develop differential
verification approaches that focus verification effort on recent changes. We will make the Uintah components
more robust by testing them using tests based on concrete plus symbolic (concolic) execution and help to
develop new more robust components.
Broader Impact: This project will allow the most appropriate set of formal methods to be developed for
use in large-scale problem solving environments that are widely researched. We will impact practitioners
through the release of well documented formal analysis tool suites demonstrated in the context of Uintah.
This will positively impact our national strategic HPC capabilities whose current vision is to achieve Exascale
in a decade. Our project will also help make the much-needed revisions in the CS curricula, allowing
multicore hardware and software solutions to be taught in concert. Our efforts to recruit and mentor
students from minority and underrepresented groups will further broaden impact.
Keywords: Formal verification, MPI, high-performance computing, asynchronous task-graph based speci-
fication of programs.
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PROJECT DESCRIPTION

C Project Description

High performance computing is of strategic importance for every nation, by providing the basic ability
to conduct scientific research on an ever-increasing scale. In order to accelerate the rate of discoveries in
science, medicine and engineering researchers are making use of the largest computers today and need further
advances in our HPC capabilities. As a concrete example, in studying ribosomes, simulating how 2 million
constituent atoms interact over 2 nano seconds takes about 290 days of simulation on a supercomputer [1].

The design of present and future HPC systems has been severely impacted by the cessation of improve-
ments in processor clock speeds. While the move to multicore and manycore architectures is seen as the
only viable option to achieve higher levels of energy efficiency and multi petaflop performance, the path
ahead is fraught with challenges. Many organizations and individuals are planning to make several orders
of magnitude improvement even with respect to state-of-the-art machines such as the Japanese K Machine
[161] and other systems such as (e.g., Sequoia [3]) and accelerator based systems such as NSFs Stampede
and DOEs Titan that are to be delivered soon. These innovations will involve hybrid types of CPU cores
and hybrid models of concurrency, as made clear in the Borkar-Chien article [35]. This move to architectures
with possibly many million cores is going to severely challenge our ability to debug support software and
application software involved in HPC systems, as made clear in the National Academy study “The Future
of Computing Performance: Game over or Next Level?” [36].

The 2009 Exascale Software Study [4] describes the challenges of using hybrid compute platforms and
hybrid software libraries. It asserts: Handling a plethora of such components in a seamless way and allowing
programmers to pursue efficiency while still providing multiple safety nets are all open challenges, needing
the use of formal methods. However, the use of formal methods after all the design/coding has happened is
completely untenable at the scale of a million cores. Formal methods must be applied during design. This
is the main thrust of this proposal.

In future systems built around heterogeneous core and memory types, verification must exploit system
design hierarchy. First, with respect to a given abstraction level, we must verify component interactions
for safety and forward progress. Next, we must verify that the abstractions themselves are correctly imple-
mented. This is a crucial point because future large-scale systems will employ many such abstraction layers.
Given the wide latency variations at various system interfaces, the use of concurrency of various flavors
(fine-grained threading, streaming, and pipelining) will increase, supported by their own APIs. Unfortu-
nately, this is where verification methods will also face their biggest challenges, unless they are properly
designed: interactions between API calls of various types can quickly give rise to extremely large state spaces.
Verification tools must help collapse state spaces into much smaller equivalence classes. The abstractions
must also be designed through suitable component architectures so that the state spaces on either side of
the abstraction barrier do not interact.

Our proposed work will occur in the context of Uintah, a computational framework under development
at Utah which follows the above described type of component architecture. In the proposed work, we will
develop formal methods that can be used during the development of future Uintah versions. With the pace
of hardware development anticipated in manycore computing, and with the strong push to show scalability
results with respect to cutting edge hardware, even within the four-year span of this project, we will be
attempting to port Uintah across multiple multicore CPU and GPU/accelerator types.

The Uintah Software was originally written as part of the University of Utah Center for the Simulation of
Accidental Fires and Explosions (C-SAFE) [174]. Uintah consists of a set of parallel software components and
libraries that facilitate the solution of fluid-structure interaction problems modeled by Partial Differential
Equations (PDEs) on Structured Adaptive Mesh Refinement (SAMR) grids. Uintah presently contains four
main simulation algorithms, or components: 1) the ICE [177, 178] compressible multi-material finite-volume
CFD component, 2) the particle-based Material Point Method (MPM) [192] for structural mechanics and 3)
the combined fluid-structure interaction (FSI) algorithm MPM-ICE [171, 170] and 4) the Arches turbulent
reacting CFD component [191]. Uintah has been used for NSF-funded computer science projects, as well
as other NIH, DARPA, DOD and DOE funded projects (such as angiogenesis, tissue engineering, heart
injury modeling, and blast-wave simulation) both at Utah and other institutions. Uintah is a task-based
asynchronous framework in which communication is overlapped with computation, tasks are executed out-of
order and use is made of multicore architectures with a hybrid MPI-threads model, [187, 166]. Uintah was
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originally capable of running on 4K processors and has now also been released as open source software1 [173]
and extended to run on as many as 196K cores on both NSF and DOE parallel computers (Ranger, Jaguar,
etc) in a scalable way on challenging engineering examples through NSF SDCI and PetaApps funding. By
demonstrating our ideas on a mature computational framework such as Uintah, we will be challenged to
adopt only the most practical of formal methods, and ensure that they will work at scale.

Uintah is currently being re-architected to scale into the multi-million core regime in which it will be
necessary to employ a hybrid shared-memory/message-passing implementation including traditional message
passing and shared memory central processing units (CPUs) as well as accelerators such as Graphical
Processing Units (GPUs) and the Intel MIC chip [5]. This development is exactly in line with what it
will take to achieve Extreme-scale computing: a thousand-fold increase in parallelism and a corresponding
increase in core heterogeneity. This collaboration between the PI and co-PI on this project is most opportune
in that the formal methods team will participate with the computational scientists in this process of re-
architecting Uintah, and develop, implement, and evaluate formal reliability enhancing methods that will
keep Uintah robust over the coming decade. At the same time the formal methods group will develop a
methodology that will be applicable to other codes that aim to use such large core counts.

Our attack will be along three axes: (i) Formal Design: How do we lay out a formal blue-print
that will guide system evolution and also form the basis for specific correctness verification activities?
(ii) Formal Verification: Which components of a computational framework can be formally verified or
formally tested to minimize their chances of misbehavior during operation? (iii) Formal Monitoring:
Given that verification is never perfect (e.g. overlooked assumptions) and is time-bounded, how do we
support formal monitoring of system operation so that the bug depth—cognitive and temporal separation
from bug observations to their root-cause—are reduced? Our aim is to test the test the formal design
process by its use in improving existing components.

Through our work, we will obtain a formal comparison of the Uintah framework with multiple sched-
uler implementations including message-passing based and hybrid shared memory/message passing based—
against other task-graph based representations meant for smaller-scale systems. We will focus on Uintah-
specific details such as dependency graph maintenance and data warehouse usage. We will develop a formal
understanding of the quantities to monitor in such a problem solving implementation (e.g., task-graph
dependencies, the data warehouse, the load balancer, etc.) and select those that facilitate differential verifi-
cation the most. Differential verification helps manage verification complexity by focusing verification effort
on recent design/code changes. We will make the Uintah components more robust by testing them using
tests based on concrete plus symbolic (concolic) execution and help to develop new more robust components.

C.1 Why not just MPI? Why Prefer Component-based Architectures?

Over the last 15 years,the predominant library used in parallel computing has been the Message Passing
Interface (MPI [104]) API. Many users have organized their programs as variants of the bulk synchronous
parallel (BSP [6]) model in which the data set being operated on are divided among the processors which are
responsible for computing local data updates, and use MPI calls to exchange data, perform global reductions,
etc. Going into the future, one is faced with the enormous complexity of computational problems which
typically will involve multi-physics codes where multiple interacting problems have to be solved. Many
large-scale scientific computation frameworks also manage tasks such as load balancing, checkpointing, and
use adaptive mesh refinement to dynamically adapt the spatial mesh to achieve higher solution accuracy
where needed. While great care is often taken in writing such large-scale MPI programs, the sheer scale
of both the codes and the problems they solve is often daunting from a understanding, maintenance and
debugging point of view. This has been the chief impetus behind the development of modern computational
frameworks that have a much higher degree of modularity and component-based architectures.

There is another fundamentally different and equally important reason for preferring computational
frameworks that involve more than just MPI. In the context of Uintah, we have shown that with an MPI-
only approach, memory use associated with ghost cells and global meta-data becomes a barrier to scalability
beyond O(100K) cores. This limitation has recently been overcome in Uintah through the use of hybrid
parallelism, significantly reducing the memory footprint of the code per core, [187]. MPI-only codes also

1see http://www.uintah.utah.edu
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cannot easily share data, between processes without the overhead of message passing. The computational
model thus inherently does not match the hardware organizations of commodity manycore CPUs with lo-
cally shared memory between the multiple cores on a node. One is therefore forced to employ multicore (e.g.
Threads, OpenMP or TBB) and/or accelerator-specific languages (e.g., CUDA and OpenCL) in conjunc-
tion with MPI. Unfortunately, directly mixing multiple concurrency APIs (“hybrid concurrency” without
adequate structure) results in code units that have no formal semantic characterization, and potentially
leading to codes that are not portable and/or contain various concurrency bugs [34]. Even in this situation,
code organization around components comes to the rescue. It allows us to clearly delineate the scope of
API interactions which are now purely in terms of higher level component API calls. The role of MPI
and other concurrency libraries would then be to implement the component API semantics. Many of these
MPI and concurrency library calls can (and are in fact being, within Uintah) automatically generated, thus
minimizing the chances of introducing errors, and avoiding tedium.

Collaborations: PI Gopalakrishnan brings to this project his experience developing formal approaches
for large-scale MPI programs. His work is published in a forthcoming CACM article [64] co-authored with
other lead university researchers in HPC and also researchers from LLNL and ANL. He presented a half-
day Supercomputing 2010 tutorial [7], and will present a full-day Supercomputing 2011 tutorial [9], both
on formal and semi-formal verification methods for MPI programs. The 2011 tutorial is in partnership
with researchers from Lawrence Livermore National Laboratory, University of Dresden, and Allinea Inc, a
major commercial company specializing in large-scale parallel application debugging tools, and lead by a
CTO with considerable formal methods background. Co-PI Berzins brings to this project his experience in
HPC through CSAFE and its extensions and has been instrumental in leading the effort that took Uintah
from 4K cores to 196K cores, both in the development of new algorithms and software. This project also
involves Humphrey, a former research student of the PI in formal methods, who now works as a Software
Engineer in the Uintah project under Berzins. We will also hire a post-doctoral fellow who specializes in
applied formal methods, one student in formal methods under the supervision of Gopalakrishnan and this
postdoc, and another student under the supervision of Berzins and Humphrey to work on future Uintah
code architectures and implementations, and create examples of new more scalable components to use as
benchmarks.

Our team includes personnel who can work on all aspects of making the Uintah project a pioneer in
demonstrating the positive role that formal methods can play in building the computational frameworks of
the coming decade. We detail our milestones and student/postdoc mentoring plans in later sections.

C.1.1 Why Asynchronous Task Graphs?

We are interested in computational frameworks that are typically created around higher level notions such
as asynchronous task graphs, roughly following the Silver model [13]. There has been a rich legacy of
work in this area including the SMARTS dataflow engine that underlies POOMA [12], the Cactus frame-
work [14], SISAL [15], Charm++ [16], TBLAS [17], Scioto [18], Uintah [188] and Concurrent Collections [19].
Asynchronous task graphs provide a natural and efficient way of exposing parallelism and managing com-
putation and are also a mechanism for scheduling computation more efficiently. While our research will
impact task-graph-based frameworks it will also be applicable to other framework approaches designed for
exascale architectures providing that they are component-based. In addition the broad use of frameworks
e.g [169, 185, 194, 195] such as Uintah within the NSF and DOE and DOD communities will also involve
us in a vibrant research community that will care about and utilize the solutions we develop [162].

C.2 Proposal: Formal Reliability Enhancement of Computational Frameworks

We now provide background sufficient to understand the yearly work plans of our proposal. While describing
the background, we will also provide brief descriptions of new work to be done (summarized in Figure 1).
Two students will work on two complimentary but different aspects of the project. One will work on the
formal methods development for the existing code while the other will use the approaches developed by
the first to explore the extension and development of key components such as the load balancer in a proof
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Item Y1 Y2 Y3 Y4

Focal
Items

Formalize
Uintah Subsystems
as Task
Graphs

FV for
Uintah
Components

Formal
Runtime
Monitoring
Methods

Correctness
Performance
Interplay

Code
Impact

Requirements
for New
Load Balancing

Formal
Design of
New
Load Balancing

Performance
Evaluation
of
Load Balancing

Demonstration
of
Large-scale
Runs

Code
Impact

Upgrade
Uintah Impl.
with
Annotations

Apply FV;
Integrate-back
Hardened
Components

Generate
R.T. Monitoring
Code; Integrate
into Uintah

Generate
Perf.
Calibration
Tests

Science
Impact

Aspect Oriented
Programing
For Task-Graphs;
Formal OpSem.
for Hierarchical
Task-Graphs

Formal
Approaches for
Large-scale
Concolic
and Dynamic
Verification

Algorithms
to Compile
OpSem
and Aspects
into R.T.
Assertions

Methodology
for Debugging
Performance
and
Correctness

Figure 1: Four-Year Work Plans

of concept of the formal design process. A 2-year postdoc will help achieve significant progress during Y1
and Y2; we will attempt to keep the postdoc through additional funding beyond Y2. These work items are
elaborated in the form of a four-year research agenda in § C.3.

C.2.1 Uintah

Figure 2: Architecture of Uintah hybrid task scheduling system

Component Architecture and Task-Graph Based Execution: The aim of Uintah was to be able
to solve complex multiscale multi-physics problems, such as the benchmark C-SAFE problem. This is a
multi-physics, large deformation, fluid-structure problem consisting of a small cylindrical steel container
filled with a plastic bonded explosive (PBX9501) subjected to convective and radiative heat fluxes from
a fire, [170]. In order to solve many such complex multiscale multi-physics problems [175, 172, 179, 167]
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Uintah makes use of a component design that enforces separation between large entities of software and
can be swapped in and out, allowing them to be independently developed and tested within the entire
framework.

Uintah is novel in its use of a task-based paradigm, with complete isolation of the user from parallelism.
The individual tasks are viewed as part of a directed acyclic graph (DAG) and are executed adaptively,
asynchronously and now often out of order [186]. This is done by utilizing an abstract task-graph represen-
tation of parallel computation and communication to express data dependencies between components. The
task-graph is a directed acyclic graph of tasks. Each task consumes some input and produces some output
(which is in turn the input of some future task). These inputs and outputs are specified for each patch in
a structured Adaptive Mesh Refinement (AMR) grid. Adaptive structured meshes consist of hexahedral
patches, often of 153 elements, [57] that hold the problem data. Associated with each task is a C++ method
which is used to perform the actual computation. Each component specifies a list of tasks to be performed
and the data dependencies between them. The task-graph approach of Uintah shares many features with
the migratable object philosophy of Charm++ [176]. In order to increase efficiency, the task graph is created
and stored locally, [165].
New Work: We will develop formal approaches to describe all of Uintah’s subsystems—users’ computations,
scheduler, load balancer, AMR modules—uniformly using task graphs. At present, only the user compu-
tational tasks are described inside Uintah explicitly as task graphs. By formalizing the essential interface
aspects of Uintah subsystems as task graphs during Year-1 (Figure 1), everyone involved—students, post-
docs, and staff Humphrey—will obtain a common as well as formal understanding of the existing Uintah
system. The primary motivation for doing this holistic task-graph based description is to have some shared
understanding on the emergent behavior of the entire Uintah system when all components interact—a fact
that is never documented in most complex systems. We will document in our description those details
specific to various subsystem implementation versions versus those details that are expected to remain in-
variant across future Uintah code evolutions and implementations. With this blueprint available, interior
“firewalls” within Uintah can be erected, supported by run-time monitoring methods.

There is a very strong reason why such firewalls must be part of every computational framework. Sim-
ulation users will want to run their simulations on the latest hardware, and with respect to nascent Uintah
code-bases that may crash. When challenged to understand these crashes, Uintah developers rely on tools
such as DDT [20] available on machines such as Jaguar [21]. While debuggers are good at reading core-
dumps and allowing users to step through traces, they are often not easy to use at scale in contexts involving
multiple APIs, where the core-dump sizes are large, and the bug depth is large. They are often unable to
provide intuitive reasons as to why things failed. In contrast, our ‘formal firewalls’ are meant to be at a much
higher level than core dumps, and will be designed to keep track of causal chains spanning multiple higher
level activities to vastly reduce debugging effort. This can cut down the time delay from code development
to achieving stable long-running simulations, improving the overall utilization of expensive HPC resources.

A strong scientific outcome will be a formal understanding of how to weave various task-graphs using
new flavors of Aspect Oriented Programming [22] suitable for cross-cutting issues pertaining to task-graphs—
something we have not come across. We will publish on what worked and what did not, to the benefit of
the larger community engaged in building computational frameworks.

Task Scheduler: Uintah’s task scheduler is responsible for computing the dependencies of tasks, de-
termining the order of execution and ensuring that the correct inter-process communication is performed,
[165]. In this mapping communication is automatically overlapped with computation. Originally, Uintah
used a static scheduler in which tasks were executed in a pre-determined order. This caused delays when
a single task was waiting for a message. The new Uintah dynamic scheduler changes the task order during
the execution to ensure that processors do not have to wait, [186]. This scheduler required a large amount
of development to support the out-of-order execution, which produced a significant performance benefit in
lowering both the MPI wait time and the overall runtime. The dynamic scheduler utilizes two task queues:
an internal ready queue and an external ready queue. If a task’s internal dependencies are satisfied, then
that task will be put in the internal ready queue where they will wait until all required MPI communication
has finished. As long as the external queue is not empty, the processor always has tasks to run. This can
help to overlap the MPI communication time with task execution. This approach reduces MPI wait times
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significantly, as shown in [165, 186].
New Work: We will focus on formally understanding the spectrum of task schedulers already created for
Uintah: the original serial scheduler that synthesizes a static schedule; the dynamic out-of-order scheduler
that can fill otherwise unused scheduling slots; and the most recent multicore scheduler that can employ
threads. We will develop formal verification methods for these schedulers, and also make our methods
capable of handling future variants of schedulers. These schedulers may, for instance, be designed to
accommodate future many-cores and accelerators such as GPUs, as well as future versions of MPI (e.g.,
MPI 3.0 [23]) that will allow non-blocking collectives. We will also be developing formal monitoring methods
to ensure the correctness of the schedules generated. For example, we already have managed to extract from
the present Uintah task graph the following concerns:
• The scheduler is invoked per time-step.
• Tasks move from the internal to the external ready queue (Figure 2) in response to MPI messages
• MPI message receives are done by one controller thread; however the sends are done by multiple

threads. Therefore, Uintah depends on its underlying MPI runtime providing the ability for multiple
threads to be making MPI calls. It is important for Uintah to make sure that this is true before it
runs.

• As to whether the MPI libraries themselves are correct, we rely on the kind of formal methods research
such as we have done in the past [121]. The PI has discussed verification of MPI thread-multiple
support, and the algorithms that this involves, with the authors of [24]. We are well positioned to
develop a battery of formal tests to thoroughly test MPI library implementations before Uintah runs
use them.

• We already have extracted a finite-state machine describing legal state transitions expected to occur
within a significant class of multithreaded Uintah schedulers. These state machines will be described
at a high level and translated into actual runtime monitoring code [25].

Data Warehouse: The core scheduler component stores simulation variables in a data warehouse. The
data warehouse is a dictionary-based hash-map which maps variable name and patch ids to the memory
address of a variable. Each task can get its read and write variable memory by querying the data warehouse
with a variable name and a patch id. The task dependencies of the task graph guarantees that there are no
memory conflicts on local variables access, while variable versioning guarantees that there are no memory
conflicts on foreign variables access. These mechanisms have been implemented for supporting out-of-order
task execution in our previous work using a dynamic MPI scheduler [186]. This means that a tasks variable
memory has already been isolated. Hence, no locks are needed for reads and writes on a tasks variables
memory. However, the dictionary data itself still needs to be protected when a new variable is created or
an old variable is no longer be needed by other tasks. As dictionary data must be consistent across the
worker threads, the data warehouse has to be modified to be thread-safe by the addition of read-only and
read-write locks. When a task needs to query the memory position of a variable, a read-only lock must be
acquired before this operation is done. When a task needs the data warehouse to allocate a new variable,
or to cleanup an old variable, a read-write lock must be acquired before this operation is done. While this
increases the overhead of multi-thread scheduling, locking on dictionary data is still more efficient way than
locking the all the variables.
New Work: The formal design of thread-safe data warehouses will be a focal item, requiring formal verifi-
cation support. We will also be developing formal monitoring methods that keep track of the integrity of
the data warehouse. We now list some of the correctness concerns we have encountered as well as plan to
formally treat:
• On certain Operating Systems, Pthreads does not allow a read lock to be promoted to a read-write

lock without first releasing the read lock. This creates a race vulnerability window when no lock is
being held. Luckily, the Uintah designers were aware of this situation and have correctly handled it;
however these are precisely the types of issues that can result in nasty bugs (similar in complexity to
the Photoshop bug [26] that took nearly a decade to resolve). We will develop methods to formally
verify data warehouse implementation routines against data races and violated atomicity.

• We plan to have multiple versions of data warehouses, some designed for multicore CPU usage and
others for GPU/accelerator usage. While techniques for efficient memory management used in these
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Figure 3: The DAMPI Framework (left) and the GKLEE Framework (right)

implementation types are different, the external logic of the data warehouses will be the same at a high
level. These are examples of good opportunities to apply differential verification [27] which focuses
verification effort around specific code changes.

• Our present GPU-based implementation marshalls data into a flat structure and employs calls such as
cudaMallocPitch() to reduce non-coalesced memory accesses. We will extend our concolic verification
methods (to be discussed around Figure 3(right)) to model the semantics of these calls and correctly
analyze GPU/accelerator code for safety and performance.

• We will also research possible alternative mechanisms for GPU data accesses within tasks, as studied
in CnC-CUDA [28].

C.2.2 Formal Methods

Formal methods span the entire spectrum of rigorous methods pertaining to the functional and performance
correctness of complex systems. Historically, the predominant slant in academic formal methods research
has been to address correctness (e.g., does the code compute the expected answers?) or detect symptoms
that suggest that correctness may be compromised (e.g., does the code involve a data race or is behaving
non-deterministically in a case where determinism was required?). Modern formal methods addresses timing
and performance in various ways, e.g. through various timed automaton formalisms [29], in terms of task-
graph scheduling algorithms [30], etc. It is clear that performance is the harder of the two objectives
because, unlike correctness which tends to be defined largely by the actual code, performance is a complex
function of how code interacts with the entire machine and its memory, network, and IO subsystems. Yet,
it is crucial that formal methods researchers provide a handle on performance estimation, especially if it is
obtainable as a natural byproduct of their correctness analysis framework. We have already demonstrated
such a capability in our past work [89] where we have shown that the same kinds of symbolic representations
that help answer GPU code correctness can also help estimate the degree of memory bank conflicts. This
proposal will weave in practical approaches to performance alongside concurrency checking. We now list
some of the focal tasks in the proposed work.

C.2.3 Formal Operational Semantics

A formal approach to describe system behavior is through operational semantics. In previous work, we have
shown that this approach is practical for real-world APIs: in [93], we provide a detailed formal operational
semantics covering 150 of the 320 MPI 2.0 standard functions in TLA+. Others have similarly specified the
semantics of feather-weight CnC [94] and the Windows API [95], for example.
New Work: The proposed work will describe Uintah’s internal operations through a formal operational
semantics §C.3. This will serve as the basis for developing formal verification and formal monitoring
approaches, and also contribute to science by rigorously comparing our work against other task-graph based
approaches.
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C.2.4 Dynamic Verification

Dynamic verification methods are popular in contexts where much of the overall execution semantics are
governed by the API and runtime semantics—things outside of the actual user source code. We can see
examples of dynamic formal verification approaches deployed to handle codes that interact with C libraries
(the Verisoft [59] tool), the Windows API (the CHESS [106] tool), the Java library (the Java Pathfinder [69]
tool), or Distributed Systems (the MODist [70] tool), for instance. By instrumenting API calls, these tools
are able to momentarily transfer control to a “verification scheduler” that can examine the interleaving
being elaborated, and prune or otherwise alter it in order to eliminate redundant (equivalent) searches
or heuristically control search complexity. In a recent effort [150], we showed that these approaches can
also be implemented in a distributed manner, and elaborated the design and results from our tool built
collaboratively with LLNL called DAMPI (distributed analyzer of MPI, see Figure 3 (left)). DAMPI is the
first MPI-program dynamic analyzer that can formally analyze the MPI communication non-determinism
space of unmodified 1000-process MPI C or Fortran applications, and runs on the actual cluster machine
where the final application will be run.
New Work: Frameworks such as DAMPI are designed to control the execution of programs when viewed
from the vantage point of MPI calls. Unfortunately, this is too low-level a vantage point, which causes
dynamic verification tools to be far less effective in interleaving reduction. The overall semantics of com-
putational frameworks are dictated by the much higher level semantics of component-level API calls. In
this work, we will develop scalable dynamic verification methods for computational framework components.
We will exploit the higher level component API call semantics to prune redundant interleavings much more
effectively.

C.2.5 Symbolic and Concolic Verification

Symbolic analysis of programs is one of the fastest growing areas of formal methods. This is in direct response
to the fact that the underlying constraint solving engines (otherwise known as SMT [90] solvers)—decision
procedures for decidable fragments of first order logic—have improved in performance by several orders
of magnitude. Some of the many achievements using modern SMT solvers are the following: (i) attacks
(bad test inputs or exploits) on browsers and parsers [42], (ii) rigorous testing of software modules is being
achieved [79, 87, 44], with some of the efforts such as KLEE [39] and EXE [41], finding adoption and
extension in at least seven other tools [40]. Our contributions to this area have come in the form of two
tools—PUG [89] and GKLEE [31]—both capable of finding bugs in practical GPU codes, including CUDA
SDK code modules exceeding a few thousand lines of code. The work-flow used in these tools—concolic
execution—is illustrated in Figure 3(right).
New Work: In this proposal, we will develop rigorous concolic execution based verification methods for
Uintah components, developing heuristics, problem encoding techniques, and specialized SMT-solving tech-
niques to handle the scale of problems. One specific problem was already mentioned—namely, to apply
concolic testing to Uintah components while correctly modeling special-purpose library calls. We will ex-
tend our tool GKLEE for this purpose, also extending it to model concurrency libraries.

C.2.6 Runtime Monitoring and Verification

We will develop a formal understanding of how a system of task-graphs can be specified hierarchically,
and how to define their joint behavior. The process of obtaining these task graphs can only be partially
automated. For example, each Uintah component decomposes the steps of an algorithm and the data
dependencies between those steps into tasks. Each task defines a single step of the algorithm along with the
necessary dependencies. The dependencies describe both the inputs and outputs of each task. The inputs
to a task are referred to as requires and specify which variables (along with a stencil width) the task needs
to execute. The outputs of a task are referred to as computes and specify which variables the task produces.
New Work: In the proposed work, we will create incentives for designers of every new Uintah component or
subsystem to provide an auxiliary layer of specification characterizing the component. The main incentive
would, of course, be the rewards they reap by either catching more bugs or by being able to better understand
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evolving designs. The importance of describing these “cross interactions” becomes clear by focusing on two
scenarios:

AMR-time Interactions: Whenever the simulation grid changes, a series of steps must be taken prior
to continuing the simulation. First, the patches must be distributed evenly across processors through
load balancing. Second, all patches must be populated with data either by copying from the same
region of the previous grid or by interpolating from a coarser region of the previous grid. Finally, the
task graph must be recompiled, [180, 183].

Load-balancing Interactions: With particle based methods, the workload can change on each time step
as particles move throughout the computational domain. This can necessitate that load balancing
occurs often, making it important that the time to generate the patch distribution is small relative to
the overall computation. If a slow load balancing algorithm is used and load balancing occurs often,
the time to load balance can dominate the overall runtime. In this case, it may be preferable to use a
faster load balancing algorithm at the cost of more load imbalance. In addition, the time to migrate
data between processors may also become significant when load balancing often, [186].

We propose that these cross-couplings be captured using an Aspect Oriented layer. We will research
ways to weave cross-cutting concerns across task-graph based descriptions using a constraint specification
layer. Working with Uintah developers who have a detailed understanding of the present system architecture
(in some cases they have a 6-year or longer association with the Uintah code), we will develop practical
approaches for achieving this goal (ensuring that the annotation overhead is not too onerous), and field-
testing our ideas by applying it to existing the Uintah framework.

C.2.7 Formal Design for Large Core Counts

A key validation of the above approach will be to use the underlying formal methodology to improve the
performance of key components of the software. The present approach used to load balance the calculation
is based upon a very fast space filling curve algorithm that is not however distributed across all cores.
At present for meshes with less than 1 Billion elements, this algorithm performs well and has a very low
overhead, [181]. In going to the next generation of problems and computers this algorithm must be revised to
work in a more distributed fashion across more cores. In the modification of these algorithms we will adopt
the formal approach outlined above at a very early stage to ensure, as far as this is possible, the generation
of correct code. Similarly in the load balancing phase it will be important to ensure that the load balancer
works across the heterogenous architectures with both CPUs and GPU/accelerators. Again the existing
methodology [183] works well, but will need to be extended to the next generation of both problems and
architectures. In particular this will need further work to ensure that the very different balance of tasks
and processors is properly addressed. The formal monitoring approach will be used in the design of this
improved load balancer. The final aspect of the way that we can use a formal approach is to redesign
and, as much as possible, eliminate the very sparse global mesh data structure that is stored at present.
Although the move to a multi-core hybrid approach has reduced the impact of this data structure by a
factor of ten [187], the move to even larger problems will make it desirable to move to a more hierarchical
data structure that is more distributed and based more on a spatial mesh region being associated with a
computationally intensive node. The design and testing of this component will again make use of the formal
approach outlined above.

C.3 Detailed Four-Year Agenda of Proposed Work, Deliverables

The proposed work will occur over four years, and will address the following activities, each described under
its own section heading with a highlight of the work that year (but with the understanding that this work
will spread suitably over the other years also).

C.3.1 Year-1: Formalization of the Existing Uintah

• Develop our hierarchical task-graph notation spanning all Uintah computations as well as users’ task-
graph based component code. Include both timing and performance aspects (Page 5).
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• Develop the Aspect Oriented Layer to formally compose aspects of Uintah components (Page 5).
• Develop formal characterizations for Uintah schedulers.
• Study requirements for advanced load balancing of both the initial and existing meshes as well as

scalable mesh data structures.

C.3.2 Year-2: Rigorous Verification of Uintah Components

• Based on the formalization, we will have formal specifications for the Uintah components. As case
studies, we will apply existing concolic testing approaches to threaded versions of the Uintah data
warehouse, and improve the scalability of our concolic tools.

• We will examine Uintah schedulers using dynamic verification methods, again developing strengthened
and domain-specialized dynamic verifiers.

• One of the desired properties of a well designed component architecture is interchangeability of com-
ponents. However, there is no formal methodology that we are aware of that ensures that a given
swap is successful. Given that we have access to at least three Uintah schedulers, we will formulate
and study this problem, developing checkable criteria that ensure interchangeability.
This will be a crucial result with respect to our future evolution roadmap of Uintah where multiple
APIs, hardware platforms, and scheduler-types will have to be considered in solving newer problem
types and at different scales.

• Begin improvements to load balancing algorithms and mesh data that will distribute the computations
locally and remove the need for mesh meta-data using formal techniques to ensure correctness.

C.3.3 Year-3: Rigorous Runtime Monitoring

• We will develop formal run-time monitoring by following a compilation approach. Much like the
present situation where the user-specified requires and computes are turned into a compiled sched-
ule, we will develop compilation approaches that generate the run-time monitoring code from user
specifications of cross-coupling aspects that weave the different task-graphs. Run-time verification is
gaining in practical importance as a practical way to deploy formal methods in the field, especially
in the context of mission-critical software. A corresponding methodology in the HPC space will be a
significant advance for future computation framework designs.

• We will investigate how to link the run-time monitoring frameworks we develop with existing debuggers
such as DDT [20], MUST [11], and Totalview [10]. Our strong working relationships with the Eclipse
Parallel Tools Platform (elaborated in § C.4) give us the necessary impetus in this direction.

• Use rigorous runtime monitoring to ensure that both the existing load balancing and new improved
versions perform as expected in a scalable way on increasingly large core counts.

C.3.4 Year-4: Interplay Between Correctness and Performance Verification

• We will investigate symbolic methods for first-order estimators of code performance [8]. One direction
is to develop static analysis methods that predict whether a unit of computation has the possibility of
exhibiting anything but a linear growth in computing time with respect to chosen problem parameters.
A guiding philosophy behind all the scalability achievements of Uintah has been the manually enforced
discipline of sticking to the linearity principle. We propose to automate this checking using formal
methods.

• As opposed to a static approach that may generate false alarms, we will investigate whether there are
automatic ways to generate a suite of concolically generated tests with respect to which to evaluate
the timing profiles of Uintah components dynamically. This again is to detect lurking performance
bugs early.

• We will integrate our timing/performance visualization methods into existing tool frameworks, again
similar to our prior work with PTP described in § C.4.

• In our GKLEE tool, we have employed symbolic methods to predict three classes of GPU inefficiencies:
(i) warp divergences, (ii) memory bank conflicts, and (iii) non-coalesced shared memory accesses. In
fact, our tool can read in a CUDA Compute Capability description (whether it is a 1.x or a 2.x family
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of GPU cards that is being programmed) and appropriately calculate these performance predictors.
Our present approach suffers from the fact that our estimates are static—for instance, “the number
of GPU kernel barrier intervals over which a performance problem is detected.” We will develop ways
to turn this into a dynamic estimate by calibrating the severity of performance issues over user-given
and/or automatically generated data sets.

• Demonstration of the large scale performance of the verified approaches will be undertaken using NSF
XSEDE large scale parallel computing resources, e.g such as the proposed 15 petaflop Intel MIC chip
Stampede machine at TACC in Austin that NSF has announced in September 2011.

C.4 Outreach, Dissemination, Student (incl. under-represented) Impact

Student Mentees: The PI and co-PI make every effort to recruit minority students.
The following UGs were supervised by the PI during the past five years (mainly through REUs): Steve

Barrus (Intel), Joseph Mayo (Microsoft), Geof Sawaya (MS student), Michael DeLisi (Amazon), Alan
Humphrey (Uintah/SCI staff), Grant Ayers, Chris Derrick (StorageCraft Inc.), Michael Bentley, Jason
Williams (L3 Communications), Tyler Robinson, Brandon Gibson. He conducted a Science Camp http:

//www.cs.utah.edu/~ganesh/science06.html for 6 female students (7th grade), and mentored a female
high-schooler Cawthon:
• DeLisi authored 7 papers while a BS/MS student, was in the short-list of the Outstanding CRA CS

UG Finalists (ranked in the top 6), and was voted Outstanding CE Student during year 2009.
• Ayers won the Outstanding CE UG award during 2011.
• Humphrey won the Outstanding CS UG award during 2011. He was voted an official committer to

the Eclipse Parallel Tools Platform (PTP) repository. He has make substantial contributions to PTP
with regard to ISP/Dynamic Verification (see his [73] co-authored with Derrick). He has helped the
IBM PTP team during their Supercomputing tutorials during 2009 and 2010, and plans to interact
with them during their 2011 tutorial also. He was Outstanding SC Student Poster Runner-up during
2010.

• Gibson presented a student poster during Teragrid 2011, and will do so during SC’11 also.
• Ellie Cawthon (now freshman, Pomona) was mentored by Sawaya, doing an internship in formal meth-

ods/parallel prog. (http://eparallel.blogspot.com/), having no prior exposure to parallelism.
• Both Bentley and Gibson made it to the shortlist of the Bluewaters UG Summer Program.

Hosting MSR’s PPCP: The PI hosted the first version of Microsoft Research’s Practical Parallel
and Concurrent Programming http://research.microsoft.com/en-us/projects/ppcp/ course at Utah
http://www.eng.utah.edu/~cs5955/, employing his UGs Bentley, Sawaya, and Mayo.

Center for Parallel Computing at Utah: The PI has helped put together (and now directs) the Center
for Parallel Computing at Utah (“CPU”), approved by the University Senate in late 2010. The co-PI is
an active member of the CPU center. They both collaborate with their colleagues active in HPC and
reliability/parallel compilation, especially Profs. Robert M. Kirby and Mary Hall. They helped organize a
Distinguished Lecture Series, and other joint activities spanning the campus http://www.parallel.utah.
edu. The PI and Siegel (Delaware) gave an invited tutorial at VMCAI 2011 on this topic [137] on HPC and
FV.

Tool Dissemination: The tools developed in this project will be evaluated through the PI’s and co-
PI’s collaborators. The Uintah software is being disseminated through the SCI Institute, as described at
length in our Data Management Plan. In addition we will distribute it through other channels, especially
exploiting PI’s recent Utah Faculty Associate status in the DOE Institute for Sustained Performance, Energy
and Resilience (SUPER).’ We will also evaluate our software through our industrial contacts, including
Lecomber with whom the PI is giving an SC’11 tutorial.
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C.5 Selected Technical Details

Figure 4: Task Graph for the MPM ICE Component

Formal Operational Semantics: We will develop a formal operational semantic description for Uintah’s
task graph models. For user dataflow graphs (an example of which is shown pertaining to the ICE compo-
nent, in Figure 4, courtesy of [180]) the semantics will formally describe the abstract state model chosen
and the evaluation (“small step”) semantics. Our past experience writing different operational semantics for
MPI [149, 93] will allow us to choose the right level of abstraction. For the remaining components—namely,
the scheduler, load balancer, and AMR modules—we will employ appropriate state models and small-step
semantics. These formal descriptions will be in an executable notation such as [114] to permit debugging
through finite-state model checking, and verifying putative queries submitted to the model. Higher level
notations such as Maude [115] will also be investigated. Another option to be considered is Live Sequence
Charts (LSCs, [118]), described in the sequel, below.

Aspect Oriented Programming: Our focus here will be to understand how to specify aspects that cut
across dataflow descriptions. Also, once these aspects are specified, our focus will be to develop synthesis
tools that can take these aspects and generate run-time monitoring code.

We will research techniques that can help us relate events from different dataflow graphs. Let us
consider the examples mentioned in § C.2.6 once again. The specific questions will be to capture AMR-time
interactions, Load-balancing interactions, and similar cross-subsystem interactions. We will develop suitable
cross-cutting constraints expressed themselves as flow-graph snippets that will help bind various interfaces
into a cohesive whole. The differences with the other flow-graphs will be several:
• It will involve a subset of events described in the vocabulary of each individual dataflow graph
• We will investigate the use of Live Sequence Charts that can express hot (required) and cold (optional)

behaviors elegantly.
We will exploit our past work on LSC-based verification and synthesis [116, 117] and generate monitors (in
the form of C++ code) that observe/validate cross-cutting behaviors. Given the graphical nature of LSC’s,
we believe that Uintah developers will be encouraged to intuitively view and modify these descriptions.

Differential Verification: Once a new Uintah component has been validated and its new interface spec-
ification obtained, we will re-verify the role of the new component in the overall context specified by our
cross-cutting constraints. Thus in our approach, there will be far fewer (if any) “push-button” checking,
but a simple but effective methodology that can be followed. The steps of the methodology are:
• Design the new component.
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• Validate it against the test suite generated from the original interface specification. This validation
will use a combination of concolic testing and dynamic verification. Tools such as SAGE [42] and
symbolic fuzzing techniques will be employed to enrich test cases.

• Update the interface specification of the new component.
• Validate the new component together with the old components against the cross-cutting LSC behav-

iors.

Performance Evaluation, Prediction, Symbolic Analysis: Symbolic analysis for performance has
been well studied in [8]. Our analysis will not be for exact timings, but for overlooked parametric dependen-
cies that may make the code inherently non-scalable. As mentioned in § C.3.4, a point of emphasis will be to
check for greater-than-linear dependency of performance or resource allocation with respect to the number
of processors, processes, and/or threads (“size parameters”). We propose two approaches (illustrated via
examples):
• Through symbolic and static analysis techniques, we will detect whether the size parameters governing

the code ever flow into loop iteration ranges, and other programmer-chosen variables. We will further
analyze the situation based on the loop iteration and nest, exploiting the work we have done in [89]
on handling loops.

• Almost all concolic verifiers (e.g., [39]) employ heuristics for test-case selection. We will investigate
the generation of test suites during concolic testing that are capable of revealing code performace
deficiencies (“performance calibration”), exploiting the test generation heuristics we have explored in
[31].

This approach will allow our analysis tools to exploit a common base of concolic testing methods for both
correctness and performance testing.

Selected Formal Approaches to Concurrency and HPC: The simplest structured testing approach
is one based on perturbing schedules by inserting random delays between program statements (e.g., [154]).
While this can often be effective for thread programs (e.g., [46]), it is highly wasteful for message passing
programs where most actions are independent. Certainly, testing systems architected around components
in this manner is bound to be non-scalable.

Verification tools for shared memory concurrency are under active research in many groups (e.g., [59, 106,
130, 44, 71, 69, 155]) including static analyzers, software model checkers, and runtime verifiers. While direct
model checking of HPC software [136] can play an important role in analyzing new or tricky, “stateless”
dynamic verification [59, 55] has better prospects for scalability. Standard approaches in this regard include
defining the notions of independent (commuting, [45]) operations, and considering all the commutations of
independent operations in an execution trace to be equivalent as per the happens-before [85] relation. This
relation was defined for MPI for the first time in our past work. We defined this in terms of the matches-
before order, because in message passing programs, the individual steps are message matching actions (for
ease of reference, we continue to call this the “happens-before”). Our work shows that it is the ordering of
message matches across processes that induces a matches-before ordering among the MPI calls issued by
each process [151, 149, 143].

The advantage of deterministic MPI program analysis are discussed in [137] where it is shown that
buffering can be safely added to deterministic MPI programs (we show in [148] the kinds of analysis needed
for deadlocks if we can’t assume determinism). There is a noticeable momentum in the community toward
the use of deterministic constructs wherever possible (e.g., [80]).

Data flow analysis of purely MPI programs was pioneered in [135]. Bronevetsky, one of our collaborators
at LLNL, is currently developing more advanced flow analysis methods for MPI [37].

Recent projects have also developed formal analysis methods for other shared memory models such as
CUDA [47] and parallel DMA engines based on the IBM Cell processor ([50]).

C.5.1 Feasibility Assessment

None of the surveyed works have considered the use of formal methods during design, and that too at a
scale similar to Uintah that we are proposing. Clearly this is new and required work, but we have to be sure
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that we are not proposing something unattainable. We provide some justifications for our proposal being
feasible:
• Wherever we have a choice between a technique that works up to 1000 lines of code and one that

scales up to a million or more lines of code, we have to choose the latter. Two examples:
– As opposed to the use of comprehensive symbolic performance analysis [8], we choose a much

more scalable flow-based (static) analysis for parametric dependencies on size parameters and
concolic testing based performance calibration.

– As opposed to a full Symbolic Differencing approach [27], our work on differential verification
will be guided by the deltas in the interface flow-graph specifications of components.

• Our past work covers many topics in concurrency, allowing us to gain experience, and also allowing
to have a rich tool infrastructure for thread verification [158, 159], static analysis based on the LLNL
Rose Framework [147], static and symbolic analysis based on the LLVM Framework [31], verification
of hybrid Pthread/MPI programs [43], and formal methods for Multicore Communications API [132].

• Our publication profile and problem-scale selection has consistently appealed to practitioner-rich com-
munities such as indicated by our publications [54, 7, 9, 150, 151] where we show dynamic formal
verification of unmodified MPI programs on real cluster machines. This experience will guide us in
always choosing scalable and effective formal techniques.

C.5.2 Specific Formal Artifacts and Formal Analysis Tools to be Developed

The main activity in this project will be the development of analysis tools, using these tools to strengthen
Uintah components, and then reintegrating them. In this context, here are some of the actual tools and
artifacts to be developed:

Year-1:
• Formal semantics for task graphs
• Formal description of Uintah schedulers
• Suitable syntax for writing Operational Semantics (Murphi rule-style, LSC-style, etc.)
• Formal aspect-oriented specification and compilation algorithm into run-time monitors
• Concolic verifiers for data warehouse designs and schedulers

Year-2:
• Formal tools to compare component interface behaviors for safe interchangeability through assertion-

based testing and monitoring
• Differential verification methods that track scheduler and data warehouse design changes
• Tool releases of differential verification tools

Years 3-4:
• Runtime monitor generators
• Concolic testing to generate parametric tests in the performance space
• Tool evaluation on actual designs
• Tool adaptation to new CPU, GPU/accelerator, and API-types.
• Tool-hardening and tool releases.
Our choice of techniques will be governed by practical applicability (scalability). A considerable amount

of effort will go into supporting nuances specific to each CPU/GPU/Accelerator and API, so that users have
the incentive to actually use our tools—not merely view them as curiosities.

C.6 Results from Prior NSF Support

Ganesh Gopalakrishnan

CNS-0509379: CSR-SMA: Toward Reliable and Efficient Message Passing Through Formal Analysis; $400,000,
8-1-05 to 7-31-10 (1-yr extension). PI: Gopalakrishnan, co-PI: Robert M. Kirby.
Under this award, the following students successfully finished their PhDs under the PI:
• PhD: Palmer (07), Yang (09), Vakkalanka (10), Vo (11).
• MS: Pervez (07);
• BS: Sawaya (10), DeLisi (09).
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Some publications from this award: [146, 145, 134, 144, 152, 149, 32, 153, 121, 110, 111, 93, 159].

Software including Demos, Releases: The following items of software were released (all pertaining to tran-
sitioning formal dynamic verification tools into practice):
• ISP [77] released under Berkeley license, with over 300 world-wide downloads. ISP runs under Win-

dows, Linux, and Mac OS-X, and has been tested against five MPI libraries (MPICH2, OpenMPI,
Microsoft MPI, IBM’s MPI, and MVAPICH).

• GEM [56] is now an official part of the Eclipse Parallel Tools Platform release version 4.0
• Inspect [76] has been released, and finds extensive use and further development at NEC Research,

Princeton.

Tutorials: In addition to what is mentioned elsewhere, we contributed half-day tutorials on ISP and Inspect
at the ICS May’09, [62]), FM09 (Nov’09, [61]), FM08 (May’08, [65]), and PPoPP (Jan’10, [63]). Full-day
tutorial on ISP at EuroPVM/MPI (Sep’09, [54]).

CCF-0811429: CPA-DA: Formal Methods for Multi-core Shared Memory Protocol Design. PI: Gopalakr-
ishnan. $250,000, 8-1-08 to 7-31-11.

Students: PhD: Li (10). BS: Humphrey, Derrick, Williams. Major publications resulting from this award
are [93, 92, 88, 147, 66, 32, 73, 153]. Paper accepted at FSE, 2010 [91].

Software including Demos: Released PUG under Berkeley license, accompanied by thorough online docu-
mentation at [157].

CCF 0903408: NSF/SRC: MCDA: Formal Analysis of Multicore Communication APIs and Applications.
PI: Gopalakrishnan. $249,556, 8-1-09 to 7-31-12.
Students: PhD student Sharma is estimated to finish 2011. MS students Meakin (10), Chiang (10), and
Jones (09) finished.

Major publications resulting from this award are [131, 102, 101, 66, 132, 133, 134].
The XUM Multicore [156] architecture and its VHDL design has been released along with the GCC tool

chain and support information

Tutorials: Half-day tutorial on ISP at Supercomputing 2010, [7], and Full-day tutorial on ISP and DAMPI [150,
151] at Supercomputing 2011, [9].

• CNS 1035658: “CPS: Medium: Safety-Oriented Hybrid Verification for Medical Robotics.” PI: Might,
co-PIs: Hollerbach, Gopalakrishnan, Parker. $500,000, 10-1-10 to 9-30-12 has been awarded.

PhD student Peng Li (graduation date est. 2012) is being supported. Peng has created a concolic verifier
for GPU kernel programs. This is under submission at the Principles and Practices of Parallel Programming
(PPoPP), 2012 (Reference [31]).

Martin Berzins: Dr. Berzins has been in the US since 2003. From 2003-2009 he was funded as part of
the DOE ASC C-SAFE project at the level of about $200K per year.
While transitioning to Utah Berzins has continued his UK grants funded by EPSRC until October 2006,
see http://gow.epsrc.ac.uk/ViewPerson.aspx?PersonId=1303.

More recently, he is PI of Cyberinfastructure awards:
OCI-0721659 SDCI:HPC Improvement and Release of the Uintah Computational Framework; $703,916
12/1/2007 to 30/11/2011 (1-yr extension). PI: Berzins, Students:
• PhD: Justin Luitjens 2010

Software Releases: The Uintah software has been formally released under this software program
see http://www.uintah.utah.edu

OCI 0905068 PetaApps: Petascale Simulation of Sympathetic Explosions. PI Berzins co PIs Wight and
Harman) $999280 09/1/2009 to 31/09/2013.

Publications: Both Projects have led to the publications [181, 182, 183, 184, 186, 187, 165, 166].
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C.7 Collaboration Plans

The collaboration aspect of this proposal involves two quite research groups inside inside the University of
Utah in two distinct academic Units, The School of Computing and the Scientific Computing and Imaging
Institute and so deserves clarification.

C.7.1 Roles for Project Participants

Specific deliverables for the proposed work are now identified with collaborative plans for their completion.
PI Gopalakrishnan in the School of Computing direct expertise in both formal methods and their appli-

cation to parallel computing defines his area of responsibility as leading the formal methods-based modifi-
cation of the Uintah software. This division of responsibility reflect the PIs long-standing formal methods
approaches to parallel software such as the message passing MPI software.

Co-PI Berzins in the Scientific Computing and Imaging Institute and the School of Computing has led
the effort to improve the scalability of the Uintah software over the last five years or so. This has involved
the redesign of many internal components and algorithms of the code. His concern will thus be to ensure
that the formal approaches developed here have immediate practical application to both the software and
how it will be used on practical large scale problems. Berzins will also ensure that the external parallel
computing resources are available for large scale experimentation. At present PI Berzins has 10M SUs in
2011 for the NSF Teragrid (now XSEDE) machines such as Kraken and Ranger and 15M processor hours
on the DOE Jaguar supercomputer. Additional large scale GPU and Intel Mic resources will be sought as
part of this process. The University of Utah houses a CUDA center of excellence physically situated in the
SCI Institute and so has access to small and medium scale GPU resources.

The PI and co-PI are both academic members of the School of Computing and their offices are located
immediately adjacent to each other, thus making collaboration easier than would otherwise be the case.
Outreach: The PI and co-PI will create opportunity to promote the research outcomes in the proposal
by organizing tutorials and workshops in conjunction with international conferences and conventions. PI
Gopalakrishnan is responsible for educating the community in regards to formal methods applied to parallel
computing.

Co-PI Berzins is responsible for advocating scalable parallel computing and will increasingly advocate
for the formal approach in design of next generation software leading to exascale.

The PIs intend to target this combination of formalism and large scale parallelism as the topic of
workshops in parallel computing conferences such as SIAM Parallel Processing for Scientific Computation,
IPDPS and Supercomputing, to name but three diverse examples of many possible instances.
Education: Under the direction of both PI Gopalakrishnan and co-PI Berzins, there will be a concerted
effort to introduce formal approaches in to the parallel computing graduate class that Berzins teaches and
to introduce issues related to large scale parallelism in the formal methods classes that Gopalakrishnan
teaches.

C.7.2 Project Management

PI Gopalakrishnan has the lead managerial role and project direction. He will be responsible for coordinating
reporting, and ensuring that regular meetings are taking place to meet project outcomes. The main present
mechanism for the day-to-day management of the Uintah software is a meeting called ”Homebrew” that
takes place on Tuesday mornings at 10pm and has done so for a decade. This meeting is used to explore
and provide solutions to problems of common interest to those using the software. Remote national and
international participants connect to Homebrew via video conferencing. There are also smaller meetings
associated with individual projects and one such weekly meeting will take place for this project. Both PI
Gopalakrishnan and co-PI Berzins will be responsible for system integration to ensure that the addition of
the formal approaches yields a whole that is greater than the sum of the two (formal and Uintah) parts.
In part this will come about through each area influencing the other in that formal methods must lead
to a better Uintah design and the sheer scale of the parallelism aimed at here will influence the broad
applicability of the formal approaches. The broad range of testing available with Uintah through nightly

Page C-16



PROJECT DESCRIPTION

regression testing and very broad applications testing will provide additional insight into how well the formal
approaches work.

Both the PI and co-PI will be on the committees of all students in the project and will work closely on
a day-to-day basis.

C.7.3 Coordination Mechanisms for Scientific Integration

Yearly Workshops: The PI and co-PI s will organize workshops for students and researchers at leading
parallel computing conferences.
Software and Data Management: Co-PI Berzins will host software repositories, wikis, mailing lists,
discussion forums, and other IT infrastructure to coordinate research activities amongst the group. These
will be based on existing Uintah infrastructure and will include regular releases of the software.

Technology reports, white papers, etc. will be published immediately through the SCI Institute which
has an extensive publications database at http://www.sci.utah.edu/scipubs.html and then also through
journals and conference proceedings.

C.7.4 Budget Support for Collaboration and Coordination

The budget for the PI and co-PI includes resources for student and PI/co-PI travel to support efforts to
promote research results in well known research conferences and conventions.
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New postdoctoral fellow to be recruited, and graduate students to be recruited.
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Data Management Plan

Data Management Plan

In this proposed project data management issues will be addressed through the Scientific Computing and
Imaging (SCI) Institute as this is the home of the Uintah software (www.uintah.utah.edu) and associated
wikis etc.

Projects at the SCI Institute such as Uintah, benefit from over ten years of software dissemination and
data-housing experience. With respect to software dissemination, the institute offers roughly twenty open-
source software packages that are downloaded by tens of thousands of users yearly. The SCI website offers
innumerable project communication tools, including unrestricted and restricted wiki pages and data reposi-
tories. In addition, PI Gopalakrishnan’s group maintains a Formal Methods webpage (www.cs.utah.edu/fv)
and also highlights research achievements in the Center for Parallel Computing at Utah webpage
(www.parallel.utah.edu).

Project Results
The main results of our research will be published in conferences and journals, and will be made publicly

available through the aforesaid websites. In addition, results from the proposed study will consist of software
and software documentation.

Data dissemination
It has been our goal at SCI to provide the online community with meaningful access to our research.

In addition to publishing in journals and electronic venues, we provide full access to our publications at
conferences, including the preprints and technical reports released internally from SCI. Additionally, we will
release research results as School of Computing technical reports.

A unique opportunity associated with the proposed work is that of releasing Uintah software versions
whose components have been rigorously verified, and also equipped with runtime monitoring facilities. Our
code release will be through appropriate software licenses (e.g., MIT open-source license, Berkeley license,
or GPL).

Backups and Archive
SCI maintains three separate backup systems managed by a dedicated backup system. The backup server

controls three tape libraries and is connected to SCI infrastructure with 2x10GB network connections. A
three drive LTO-3 tape library for archiving data for off site storage with slots to hold a 50TB(compressed)
single load tape rotation, all directories are fully archived once a quarter. A six drive LTO-4 for on site
data backup with a 417TB(compressed) single load tape rotation, all directories are backed up fully once a
quarter with nightly incrementals and by weekly synthetic differentials. A single drive LTO-4 tape library
with 12TB(compressed) single load tape rotation capacity backups infrastructure systems such as DNS,
DHCP, mail, and accounting data. We will additionally employ the School of Computing backup service
also.

Data Backups of critical systems
SCI employs backup software for critical desktops, laptops, and servers. This software supports systems

on the central servers 16TB of disk; data is then transferred and stored on tape. In addition to scheduled
backups, the software provides continuous, real-time protection by detecting data changes. Once the infor-
mation stabilizes, it is then stored to the central server or transmitted to a HIPAA-compliant data center
in Minneapolis, Minnesota.

Data Privacy
Data access is primarily controlled with Unix groups, but for higher security levels such as HIPAA or

proprietary, restrictions are set at the directory level. This allows host-level (IP restricted) and network
access to a directory, which can be further restricted to host computers or servers through a dedicated
point-to-point network connection.

Physical access to the data center is limited to SCI Faculty and IT staff.
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Facilities

Facilities, Equipment and Other Resources

SCI Institute The Scientific Computing and Imaging (SCI) Institute is one of eight recognized research
institutes at the University of Utah and includes twelve faculty members and over 100 other scientists,
administrative support staff, and graduate and undergraduate students. SCI has over 25,000 square feet
of functional space allocated to its research and computing activities within the new John and Marva
Warnock Engineering Building on campus. Laboratory facilities for the researchers listed in this project
include personal work spaces and access to common working areas.

Computing: The SCI computing facility, which has dedicated machine room space in the Warnock
Engineering Building, includes: Shared memory multi-processor computers, clusters and dedicated graphics
systems.

1. 264 core, 2.8TB shared memory SGI UV 1000 system with Intel X7542 2.67GHz Processors

2. 64 node GP-GPU cluster. Each node has 8 cores, 24GB of RAM system with Intel X5550 2.66GHz
processors each node is connected to (32) NVIDIA s1070 Tesla GPU systems nodes are linked with a
4x DDR Infiniband backbone with dual 10G network connections to SCI core switches.

3. 32 core, 192GB shared memory IBM Linux system with Intel Xeon X7350 3.0GHz processors This
system can also be reconfigured into two separate 16 core systems with 96GB of RAM

4. 64 core. 512GB shared memory HP DL980 G7 with Intel Xeon X7560 2.27GHz processors, 2x NVIDIA
m2070 GPU cards and 10Gb network connections.

5. (3) 8 processor (24 cores, 2.5GHz, AMD Opteron with Nvidia Quadro FX 5600 graphics card) with a
dual Gigabit Ethernet backbone and 96GB RAM

6. (3) 2 processor (8 cores, 2.67GHz Intel X5550 with Nvidia GeForce GTS 250 graphics card) with a
Gigabit Ethernet backbone and 48GB RAM

7. 4 processor (8 cores, 2.0GHz, AMD Opteron, with Nvidia Quadro 2FX graphics card) with a dual
Gigabit Ethernet backbone and 16GB RAM

8. (2) 16 core systems with multiple Nvidia c2070 Tesla cards

In addition, the SCI Institute computing facility contains:

1. A SGI InfiniteStorage system consisting of both Fiber Channel and SATA disk with a capacity of
80TB

2. An Isilon storage cluster with 13 36NL 36TB storage nodes for a total of 422TB usable space with 6x
dual 10 Gigabit Ethernet links and significant expansion capacity ( up to 1PB single namespace )

3. Dedicated IBM backup server to manage SAN backup system and SL500 robots. 16TB of local SATA
disk for disk to disk backups of critical systems

4. IBM 10TB LTO-4 tape library providing backup for infrastructure systems such as email, web, DNS,
and administrative systems

5. 500TB LTO-4 StorageTek SL500 tape library primary backup system

6. 40TB LTO-3 StorageTek SL500 tape library for archiving and offsite storage

7. 2 fully redundant Foundry BigIron RX-16 switching cores that provides a Gigabit network backbone
for all HPC computers, servers, and individual workstations connected via Foundry floor switches

8. Connections to the campus backbone via redundant 10 Gigabit Ethernet links - the first such attach-
ments on campus
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9. A variety of Intel and AMD based desktop workstations running Linux with the latest ATI or Nvidia
graphics cards

10. Numerous Windows XP and Windows 7 desktop workstation

11. Numerous MacPro workstations running OSX 10.6 with 30 inch displays

12. A 10 foot by 8 foot high-resolution rear projection system with stereo capability for collaborative
group interaction and code development

13. Six Sun quad-core AMD Opteron high availability Linux servers providing core SCI IT services -
website (www.sci.utah.edu), ftp, mail, and software distribution

14. Dedicated version control server with 6TB of local disk space for all SCI code and software projects

15. UPS power, including 100 minutes of battery backup for critical SCI servers

Office Space: The SCI Institute houses its faculty and staff in individual offices. Students have individual
desk space equipped with a workstation and located in large, open common areas that facilitate student
collaboration and communication. All workstations are connected to the SCI local area network via full-
duplex Gigabit Ethernet. The University of Utah is a member of the Internet2 advanced networking
consortium. It is connected to the new Internet2 Network via Gigabit Ethernet (1 Gbit per second) initially.

University of Utah CHPC The University of Utah is a member of the Internet2 advanced networking
consortium. It is connected to the new Internet2 Network via Gigabit Ethernet (1 Gbit per second) initially.
The University also connects to National LambdaRail (NLR) via a dedicated link to the Front Range
Gigapop and also has the ability to extend dedicated wavelengths into the campus from the Internet2 and
NLR nodes colocated in a Level 3 Communications facility west of downtown Salt Lake City.

The Center for High Performance Computing (CHPC) at the University of Utah is responsible for
providing high-end computing services to advanced research groups working in the computational sciences
and with simulations. CHPC has core competencies in operating large scale computing resources, advanced
networking, scientific computing, and simulations.

With support from the University ICSE and C-SAFE CHPC has installed a cluster to enable the paral-
lelization of the next generation of science and engineering codes. The cluster named Updraft is a Capability
Cluster for Large Parallel Jobs has 256 Dual-Quad Core Nodes (2048 total cores) with 2.8 GHz Intel Xeon
(Harpertown) processors and 16 Gbytes memory per node (2 Gbytes per processor core) Updraft has a Qlogic
Infiniband DDR (InfiniPath QLE 7240) interconnect and a Gigabit Ethernet interconnect. At present 50%
of Updraft is dedicated to ICSE and Uintah users. The primary use of Updraft is to prepare users for large
Teragrid machines and large DOE machines.

CHPC also runs the Ember Cluster which is a capability cluster for large parallel jobs with 262 Dual
Socket-Six Core Nodes (3144 total cores) using 2.8 GHz Intel Xeon (Westmere X5660) processors. The
cluster has 24 Gbytes memory per node (2 Gbytes per processor core) with a Mellanox QDR Infiniband
interconnect and a Gigabit Ethernet interconnect for management

CHPC has recenetly announced anew HP-based storage system of 0.5PB and is in the process of adding
a GPU-based system in fall 2011.
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Required Supplementary Documents

F Organizations Involved in the Project

The University of Utah
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Collaborator Institution Project Member

B. Athey, (University of Michigan) Berzins
T. Ball, (MSR) Gopalakrishnan
R. Beauwens, (IMACS) Berzins
J. Bhadra, (Freescale) Gopalakrishnan
A. Bunge, (Colorado School of Mines) Berzins
G. Bronevetsky, (LLNL) Gopalakrishnan
C-T. Chou, (Intel) Gopalakrishnan
X.Chen, (Amazon) Gopalakrishnan
S. Burkhardt, (MSR) Gopalakrishnan
B. de Supinski, (LLNL) Gopalakrishnan
P. Dew, (University of Leeds,UK) Berzins
S.German, (IBM) Gopalakrishnan
E.Farchi, (IBM) Gopalakrishnan
C. Goodyear, (University of Leeds,UK) Berzins
W. Gropp, (University of Illinois) Gopalakrishnan
T.Hilbrich, (TU Dresden) Gopalakrishnan
J.Holt, (Freescale) Gopalakrishnan
M. Hubbard, (University of Leeds, UK) Berzins
P. Jimack, (University of Leeds, UK) Berzins
M. Leeser, (Northeastern University) Gopalakrishnan
E. Lusk, (Argonne National Laboratory) Gopalakrishnan
D.Lecomber, (Allinea Inc.) Gopalakrishnan
G.Li, (Samsung) Gopalakrishnan
H. Lu, (University of Nanjing, China) Berzins
J.P. Luitjens, (NVIDIA) Berzins
I.Melatti, (Univ of Rome) Gopalakrishnan
E. Mercer, (Brigham Young University) Gopalakrishnan
T. Hilbrich, (TU Dresden) Gopalakrishnan
M. Müeller, (TU Dresden) Gopalakrishnan
M. Musuvathi, (MSR) Gopalakrishnan
J. W. O’Leary, (Intel) Gopalakrishnan
R. Palmer, (Microsoft) Gopalakrishnan
S. Qadeer, (MSR) Gopalakrishnan
S. Parker, (NVIDIA) Berzins
V.Sarkar, (Rice University) Gopalakrishnan
M. Schulz, (LLNL) Gopalakrishnan
S. Siegel, (Univ Delawarea) Gopalakrishnan
P. Shirley, (NVIDIA) Berzins
R. Thakur, (Argonne National Laboratory) Gopalakrishnan
S. Vakkalanka, (Microsoft) Gopalakrishnan
M. Walkley, (University of Leeds, UK) Berzins
A. Wilson, (University College, UK) Berzins
J. Wood, (University of Leeds, UK) Berzins
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